PV or PT: That is the question.



In Issue 25 last year I wrote an article about Partition Views.  Since then Oracle 8 has arrived with Partitioned Tables.  This article is a brief comparison of these two options which concludes that you shouldn’t necessarily rush to replace partition views with partitioned tables.  Any examples in this article are based on Oracle versions 7.3.3.5 or 8.0.4.0 running on HP-UX 10.20.



�Why Partition ?

Partitioning breaks a large object down into many small objects. 



Small objects are easier to handle, and queries against small objects (should) take less time than queries against large objects.



As a very rough guideline, you might consider partitioning data when the number of rows in a table is in the region of 20,000,000 and aim to produce partitions of a couple of million rows each.



The problems with partitioning are:

 How do you administer the break up.  

How do you ensure that your queries address only the parts of the data that are relevant.

How do you ensure that new data is inserted into the correct partition.



Creating the Partition:

In Oracle 7, you create a partition by creating a set of identical tables, with identical indexes, and constraints to identify the subsets of data belonging in each table.  Fig. 1 shows a sample script:



With this definition for the view, a query with a predicate of the form:



	and n = 1.2



will only access the relevant table, ignoring all other tables in the view.

create table t1 (

n number, 

v varchar2(20),

d date

);



alter table t1 

add constraint c_t1

check (n >= 0 and n < 1);



create index t1_i  on t1(v);





create table t2 (

n number, 

v varchar2(20),

d date

);



alter table t2 

add constraint c_t2

check (n >= 1 and n < 2);



create index t2_i  on t2(v);





create view pv as

select * from t1 

union all

select * from t2;





Fig 1 - creating a partition view



The main problems with partition views are that any code to insert data ‘into the view’ has to know which underlying table should actually be used, and if you need to add extra partitions you need to create or drop tables and redefine the view.  



A further complication arises if some of your maintenance code fails silently or a file becomes corrupted leaving you, for instance, with a missing index:  the view suddenly ceases to be a ‘partition view’, and the resulting performance side-effects can be catastrophic.

�There are also some nasty side-effects on performance when using partition views with a large number of tables, particularly when you are also using the Parallel Query Option.

 

In an attempt to address some of these problems, Oracle 8 offers the partitioned table - Fig 2 is a sample of code that generates the table equivalent of our previous view.



create table pt (

n number, 

v varchar2(20),

d date

)

partition by range (n)

(

partition p01 values less than (1),

	partition p02 values less than (2)

);



create index pt_i on pt(v) local;





Fig 2 - Creating a partitioned table



As you can see, the code is much more concise.  



You will note that in copying the view, I have chosen the option to create the index as a ‘local non-prefixed’ index - i.e. the index is automatically broken into sections that exactly match the underlying table partitions, and the index does not include the partitioning column.  Frankly I feel that this is almost invariably the only sensible kind of index to use on partitioned tables although unique indexes (hence primary key indexes) can only be local if they include all the columns that define the partitioning.



If I want to add a further partition to the table,  all I need do is:



alter table pt add partition p03  

values less than (3);



As the table partition is created, the corresponding partition is added to the local index.



Similarly, I can get rid of data I no longer need and the corresponding partitions of the local index with:



alter table pt drop partition p01; 



If I choose to insert data into the table, it will automatically be inserted into the correct partition.



If I query the table with a predicate: 



	and n = 1.2



only the relevant partitions will be accessed..



If one of the table’s partitions, or one of the partitions of a local index, goes offline or is otherwise damaged I can still query the table efficiently so long as I do not need to access the bad partitions.



I can even (according to the manual) start a query in one session which maintains read-consistency across a ‘drop partition’ that is subsequently issued by a second session !



The only documented restriction on partition tables (which is also true for partition views) is that an update to a row may not move the row from one partition to another.  With my example table I could not:



update pt set n = n + 1 where ….

 

On the face of it, then, partitioned tables are much more desirable than partition views - and I haven’t even started to describe the wonderful performance benefits you can get from parallel execution against partitioned tables - so how do they compare in real life ?�Features or Benefits:

Before examining the various features of partitioning, and the benefits they may give, I would like to give a bit of background to my opinions by describing the types of application where I would expect to see partitions. 



Essentially I would not expect to see partitioning used in anything other than a data warehouse.  It is likely that the partitioning would be by time.  



I would expect the application to be loading a very large number of ‘recent’ data items each day, and a small fraction of late or corrected items of older data.



End-users would be interested in a small number of items reviewed over a large time-scale, or a large number of items viewed over a small time-scale or pair of small time-scales such as a ‘this year vs. last year’ comparison.



To handle the larger queries the parallel query option would probably be configured into the system.



Given this context, what features of partitioned tables can be translated into benefits to the application ?



Adding a partition

Let’s look at adding a new partition.  It is very easy to add a new partition - or is it ?  What if you use one tablespace per month or week of data - which is a simple and common administrative feature for dealing with vary large data sets ?  



How do you specify which tablespaces the new partition and its indexes should be built ?  You can’t:  you have to write code that changes the default tablespace for the table and each of its indexes before you create the partition.



Loading partition data

What about filling the partition - all you have to do is specify the table, and Oracle will get the data into the correct partition - but is this sensible ?   



My first problem with this was that the loader kept crashing when I tried it, but more significantly there are two strategic points to consider.



First there is the overhead needed to check every row so that it can go into the correct partition.  For OLTP processes the overhead may be irrelevant, but for several million rows it may be the difference between hitting and missing the SLA.  Fortunately you can specify partitions explicitly and avoid this overhead, but their goes the easy coding option.



The second consideration is the effect of queries hitting the table whilst loading is going on - unless the queries are designed to miss the latest partition, you may find that loading whilst end-user queries are running results in contention due to the need for read-consistency.  Again there is an alternative - create a (non-partitioned) table that emulates the required partition, fill it, add a new partition to your main table, then exchange the temporary table with the empty partition.  But the code is about as complex as the code you would have to write to handle partition views.



All in all, my impression of real-life use of partition tables has been that the ‘administrative convenience’ is something of an illusion, the code to add and load new partitions is just as complex as the code to maintain the tables of a partition view.



�What do the users think ?

The previous two sections cast some doubt on the benefit of partitioned tables, but there is good in them.  Most significantly, they can work much more rapidly than partition views, particularly with the parallel query option.



With partitioned tables the optimiser passes partition-specific queries to each parallel query slave, so slaves receive code of the form:



select n, v, d from pt partition (:b1)

where n >= 1.3  

and n <= 1.5

and v = ‘abc’;



By comparison, code generated for the partition view would look more like:



select n, v, d from (

select /*+ rowid */ n, v, d from t1 

where rowid between :b1 and :b2

and n >= 1.3 

and n <= 1.5

and 1.3 < 0 

and v = ‘abc’

union all

select /*+ rowid */ n, v, d from  t2 

where rowid between :b3 and :b4

and n >= 1.3 

and n <= 1.5

and v = ‘abc’

)



Both code fragments have been simplified for clarity , even so extended to a view with 365 tables, you appreciate that partitioned tables can have a big run-time advantage.



An interesting feature you may notice from the code fragments is that parallel queries in version 7 have to be driven by tablescans - in version 8 with a partitioned table you can specify a hint of /*+ parallel_index() */ and each partition will be handled by its own parallel query slave which can then use indexed access to the table.  This feature alone can make a huge difference to the overall performance of a data warehouse - when combined with bitmap indexes the effect can be truly staggering.



Finally, there is one class of queries which partitioned tables handle perfectly but partition views cannot handle at all well, these are queries of the form:

	

where partition_col between a and b

or partition_col between c and d



Partition elimination fails on partition views if you supply this type of query, and in the absence of suitable indexes the performance cost can be massive.  There is a partial damage-limiting work-around, writing the query as:



where partition_col between a and d

and (	partition_col <= b

            or	partition_col >= c)



results in partitions elimination outside the main range. 



This is an amazing failing of partition views, given that almost ANY data-oriented organisation will want to say:  “compare this year with last year”.



But…

There are always bugs or anomalies.

/*+ parallel_index()*/ can produce results very quickly, however any parallel query kicks off a global checkpoint.  Since Oracle 8 allows for 1,000 tablespaces of 1,000 files each a global checkpoint could in theory take about 3 hours to complete - this is due to be reviewed in 8.1, but until then be cautious of how many files you create in your data warehouse.



Parse time for partitioned tables with a large number (250+) of partitions can be significant - on top of this, any exchange, add, or drop of a partition causes the table to be invalidated and the entire dictionary cache content (for every partition, and every index, and every constraint) for that table has to be reloaded.  



Of course there are still some dramatic bugs with optimisation and partitioned tables - I quoted above the theory that you could maintain read-consistency across a ‘drop partition’.  I have an example where a long running query simply stopped and returned the wrong results the moment dropped a partition from another session.



I also have cases where the optimiser ‘forgets’ to divide costs by the number of partitions involved - so a query uses an index when 1 to 4 partitions are needed, but switches to a tablescan if 5 or more partitions are hit.  The motto is ‘always test to scale’.



There are some irritating features to partition tables too - you will have noticed the odd constraints I put on the tables in the partition view in Fig.1 above:



check (n >= 1 and n < 2);



This was done to demonstrate the way in which partitioned table are defined by using ‘upper bounds’.  Partitioned tables are about ‘continuous’ values in columns, rather than ‘discrete’ values.  The range allowed in any one partition is from, and including, the upper boundary of the previous partition to, but excluding, the boundary of the current partition.  



As a quirky example of what this means:  if you partitioned your data by date then the partition holding data for 1st January 1998 would be defined somewhat counter-intuitively by the date 2nd January 1998.



Partition views on the other hand allow you to put anything in the table constraints - and can actually allow you to partition your data in different ways simultaneously.  Imagine a data warehouse where a table holds (with the redundancy common in data warehouses) the columns:  year, month, week, sales_date.  It is easy to set this up as a very efficient partition view that allows a user to query for all daily data in week 3 of 1998.  I still have to work out how this can be done effectively with partition tables.  (answers on a postcard please)



Another example of functionality in partition views that cannot be handled by partitioned tables is the one given in the Oracle manuals of a partition view that combines data from different databases using ‘where clause’ partitioning instead of constraint-based partitioning.



Conclusion.

The administrative benefits of partitioned tables are probably less significant than might be apparent from the code supplied in the manuals.



Partitioned tables offer some options for vastly improved performance, which I will be pleased to take advantage of once some of the bugs are fixed.  



They also offer some extra robustness because a partial failure can be tolerated without without impacting on performance.



On the other hand partition views allow some flexibility which cannot be matched by partitioned tables, and the optimiser overhead of partition views is not too bad if the number of tables involved does not get excessive.  



The ‘readme’ file with Oracle 8.0.4 points out that support for partition views is going to be dropped at some stage in the future - I hope that this is a long way into the future, I would prefer to see partition views stay in Oracle with a couple of improvements brought over from partitioned tables for a long time to come.
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